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Abstract
Risk-Based Authentication (RBA) leverages browser finger-
printing to compare device traits from current and past ses-
sions, helping websites detect risky logins and reduce unnec-
essary multi-factor authentication prompts. However, current
browser fingerprinting is predominantly static and effectively
operates as a one-shot snapshot, rendering it fragile to mali-
cious replay and emulation such as phishing attacks. Attackers
can replay browser fingerprints obtained from phishing to im-
personate users across websites, undermining RBA. In this
paper, we study the characteristics of simple content rendering
and generation in Canvas, WebGL and Audio. To fundamen-
tally improve the robustness of RBA, based on our findings,
we are the first to introduce Stochastic Browser Fingerprint-
ing (S-BFP), a novel browser fingerprinting methodology that
embeds controlled randomness or "nonce" to defend against
such attacks on RBA. Our key insight is that S-BFP produces
controllable different browser fingerprints, even when exe-
cuted on the same machine rendering identical characters and
shapes, creating a unique, robust and replay-resistant device
identity. We empirically demonstrate that S-BFP can effec-
tively defend against replay and scripted emulation attacks
across major browsers and hardware on more than 100 de-
vices, maintaining stable identification for benign users with
negligible overhead.

1 Introduction

Risk-Based Authentication (RBA) has become a common
approach for minimizing unnecessary authentication hurdles
while strengthening account security [20, 39, 41, 42]. For in-
stance, during login, servers assess risk based on implicit sig-
nals, such as device and browser properties, and respond when
anomalies are detected. Among these signals, browser finger-
printing (e.g., Canvas, WebGL, Audio, etc.) is particularly
compelling as it provides granular, device-specific evidence
without necessitating explicit user interaction.

However, state-of-the-art browser fingerprinting used in
RBA is vulnerable [26]. Attackers can harvest, package, and

replay victims’ browser fingerprints to mimic and impersonate
trusted devices across different sites, which can bypass RBA
checks. For instance, Lin et al. [26] proposed a new phishing
attack to record and replay the browser fingerprints to bypass
commercial RBA systems. One of the root causes of such
replay attacks is that RBA relying on one-shot, static snapshot
browser fingerprints exposes a vulnerability: such one-shot,
static browser fingerprints can be easily reproduced, and thus
susceptible to replay and scripted emulation.

Yet, existing defenses against browser fingerprinting pri-
marily aim to prevent unique user identification by en-
forcing randomization or uniformity across browser finger-
prints [30, 32, 46]. While such approaches can fundamen-
tally mitigate the replay attacks mentioned above, these de-
fenses undermine the core assumption underlying the use
of browser fingerprinting in RBA, i.e., the ability to reliably
distinguish users. As a result, browser fingerprinting becomes
unsuitable for RBA, leading to a substantial degradation in
its performance [15, 42, 51]. To fundamentally defend against
such attacks, browser fingerprinting must move beyond static
snapshots toward a deployment-feasible and adversary-robust
paradigm that preserves stability for legitimate users while
substantially increasing the cost of reproduction for attackers.

In this paper, we propose the first practical and fundamental
defense against replay attack [26] on RBA relying on browser
fingerprinting. We introduce Stochastic Browser Fingerprint-
ing (S-BFP), a new approach that generates controllable and
different browser fingerprints even when executed on the same
physical device, while preserving stable observable charac-
teristics for reliable user identification. S-BFP primarily fo-
cuses on browser fingerprinting features such as Canvas text
strings, Web Graphics Library (WebGL) graphic rendering,
and Audio, which are widely used in state-of-the-art browser
fingerprinting and exhibit high entropy [9,46]. Note that these
three can also combine with other browser fingerprinting fea-
tures to identify users. In the following three paragraphs, we
outline the fundamental concepts and methodology for imple-
menting S-BFP to mitigate the aforementioned replay attacks.
For the sake of clarity, we shall collectively refer to tasks in-
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Figure 1: Illustration example of Canvas-based browser finger-
printing in S-BFP for defending against replay attacks in RBA.
In each RBA session, the server generates and propagates a
random rendering position to the client. The client renders
the canvas accordingly and propagate the entire canvas output
back to the server. Using the nonce-derived positional infor-
mation, the server deterministically extracts the fingerprinting
primitive (e.g., by cropping the rendered region) and com-
putes its hash for authentication.

volving Canvas text, WebGL graphics, and audio processing
as “rendering tasks."

In traditional BFP systems, once a rendering task is selected
by the server, it remains static for every subsequent user login.
In contrast, with S-BFP, while the geometric shapes and text
content within the rendering task remain constant for each new
login attempt, their positions on the Canvas are randomized.
Effectively, the content undergoes a random translation (shift)
on the canvas for each session. During each login, the position
parameters are generated in real-time by the server. Upon
completion of the rendering, the server mandates that the
client device transmit the data of the entire Canvas back to
the backend. On the backend, the server uses the current
position parameters to crop the pixel data corresponding to the
content’s bounding box from the full canvas. This extracted
data serves as the final BFP result. If this result matches the
user’s initial registration data, authentication is successful;
otherwise, it fails.

Fundamentally, the implementation of S-BFP prevents ad-
versaries from bypassing verification by stealing a single
instance of user rendering data. Since the position coordinates
required by the server change with every login attempt, an
attacker can only submit a stolen, historical canvas. When
this outdated canvas is transmitted to the backend, the server
will not find the correct graphics at the newly expected co-
ordinates, resulting in authentication failure. Furthermore,
attackers cannot simply replay the final cropped BFP result,
as the system enforces the transmission of the full canvas data.
For details on the system architecture, please refer to §4.

We use Canvas fingerprinting as a concrete example to illus-
trate our design as shown in the Figure 1. A server-generated
nonce, dynamically selecting a random rendering position

within the canvas, is for the browser fingerprinting, and this
position is refreshed for each RBA session. The client ren-
ders the canvas accordingly and propagates the entire canvas
output to the server. Upon receipt, the server uses the nonce-
derived positional information to deterministically locate and
extract the fingerprints such as by using cropping, compute its
hash, and compare the hash result with the reference browser
fingerprints associated with the user’s identity. This reference
browser fingerprint is established during an initial trusted in-
teraction—such as the user’s manual authentication—when
the server first collects and stores the baseline browser fin-
gerprints. A similar approach is employed for WebGL- and
Audio-based browser fingerprinting in S-BFP, detailed in §3.
Through this process, S-BFP preserves fingerprint stability
for legitimate users while preventing replay attacks based on
static fingerprints.

A key design assumption of S-BFP is that objects rendered
at different randomized positions can yield identical hash val-
ues or rendering results for RBA. However, prior research [46]
has shown that floating-point operations in rendering can in-
troduce subtle discrepancies in rendered outputs. Such dis-
crepancies could potentially violate this assumption, thereby
undermining the reliability of matching browser fingerprints
and threatening the practical usability of S-BFP in RBA.

We conduct the first systematic study to examine whether,
and under what conditions, rendering discrepancies are intro-
duced in S-BFP when the nonce is applied. Specifically, we
investigate the impact of various “translation-like” transfor-
mations across different modalities: we examine the spatial
translation of individual characters and text strings within the
Canvas, the translation of rendered triangles across the We-
bGL coordinate system, and the temporal scheduling of audio
snippets (which serves as a functional analogue to spatial
translation for audio signals). We consider two types of trans-
lations: pixel-level translations, in which objects are shifted
by integer pixel offsets, and subpixel-level translations, in
which objects are shifted by fractional offsets within a single
pixel.

Our key findings are as follows. (1) For Canvas and Au-
dio, pixel-level translations do not introduce any changes in
the resulting hash values. However, for WebGL, while integer
translations remain stable in most scenarios, discrepancies
can still arise due to its internal floating-point precision and
hardware-specific rasterization logic. (2) Subpixel-level trans-
lations may introduce hash differences; however, these differ-
ences exhibit structured and deterministic patterns that can
be pre-characterized by the server. Specifically, we observe
that the rendering output manifests as a finite set of discrete
patterns rather than arbitrary values. It is important to clarify
that we do not propose a simplified analytical model to predict
the exact hash for a given coordinate. Since predicting the
specific hash value at an arbitrary position would effectively
require re-executing the entire rendering pipeline. As a result,
even if an attacker is aware of these patterns, exploiting them
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to mount replay attacks remains significantly more difficult.
For example, suppose that subpixel translations induce a

finite set of rendering patterns {a1,a2,a3,a4}. The server can
control the fractional components of the translation coordi-
nates to ensure that the client consistently renders a designated
pattern (e.g., by locking the output to a1), thereby maintaining
a stable identifier across authentication sessions. More sophis-
ticated strategies may enforce a prescribed sequence across
sessions (e.g., a1 → a2 → a3 . . . ). Crucially, such control in-
formation is not observable by the attacker. As a result, re-
producing valid fingerprints requires not only replaying prior
outputs but also correctly anticipating the server-specified
rendering state, which substantially increases the difficulty
of both replay and even corresponding adaptive attacks. The
details will be further introduced in §3.

Building upon these observations, we design and imple-
ment S-BFP, a new browser fingerprinting system that pro-
vides robust protection for RBA against replay attacks. One
notable observation is that Canvas- and Audio-based browser
fingerprinting exhibit high stability for unique user identifi-
cation, whereas WebGL-based fingerprints are occasionally
less stable under translation. This instability arises because
WebGL relies on vertex position interpolation to compute
fragment colors. During translation, floating-point precision
effects can slightly alter the interpolation results, leading to
variability in the rendered output. Despite this behavior, We-
bGL remains a strong candidate for inclusion in S-BFP due
to its rich rendering pipeline and high discriminative poten-
tial. We leave a deeper investigation of WebGL stability and
mitigation strategies to future work.

We evaluate S-BFP through a real-world deployment and
user study. The testing system was deployed on a cloud server,
and participants from a university Computer Science depart-
ment were invited to take part in the evaluation. In total, we
evaluated the reliability of S-BFP on more than 100 devices,
including a subset of mobile devices. All the tests are with
standard ethical guidelines discussed in the Ethical Consider-
ations section. Our results demonstrate that S-BFP can effec-
tively defend against existing replay attacks on RBA [26], i.e.,
0% attack success rate, while preserving accurate user iden-
tification. In particular, S-BFP achieves 100% identification
accuracy across all evaluated sessions, thereby maintaining
the practical utility of RBA. Moreover, S-BFP introduces
only negligible computational and communication overhead
compared to conventional browser fingerprinting approaches.

We further analyze adaptive attack strategies, such as
stochastic fingerprint brute-force attacks, and demonstrate
that such attacks are fundamentally infeasible for bypassing
our defense. We also discuss the limitations of S-BFP and
outline directions for future work.

Stochastic Browser Fingerprinting (S-BFP). We introduce
S-BFP, the first practical browser fingerprinting framework
that embeds server-controlled stochasticity into fingerprint
generation. S-BFP produces controllably different fingerprints

on the same device across sessions while preserving stable,
device-specific identity for benign users, thereby rendering
replayed fingerprints ineffective.

To sum up, this paper makes the following contributions:

• Stochastic Browser Fingerprinting (S-BFP): We intro-
duce S-BFP, the first practical browser fingerprinting
framework that embeds server-controlled nonce into fin-
gerprint generation. S-BFP produces controllably dif-
ferent fingerprints on the same device across sessions
while preserving stable, device-specific identity for be-
nign users, thereby rendering replayed fingerprinting
attack ineffective for RBA.

• New Observations of Existing Browser Fingerprinting
Features: We are the first to systematically study how
nonce-driven spatial translation affect rendering stability
and show that integer-pixel translations preserve iden-
tical hash values, while subpixel translations introduce
structured, deterministic variations. These variations can
be fully controlled and recovered by the server but re-
main hidden from attackers, substantially increasing the
difficulty of replay and adaptive attacks.

• Novel System Design: We design a novel system to trans-
form single-shot and static browser fingerprinting into
stochastic one, by randomizing element positions, char-
acter ordering. S-BFP operates entirely on primitives al-
ready collected by today’s RBA, requiring no new client-
side components and incurring no perceptible latency.

• Experimental Validation: We conduct a comprehensive
evaluation of S-BFP against existing practical replay
and scripted emulation. S-BFP significantly reduces at-
tack effectiveness while maintaining strong same-device
stability, and introduces only negligible computational
overhead.

Code and Data Release. Our code and data are fully
released to benefit the research in this domain following
the standard of Open Science: https://anonymous.4open.
science/r/S-BFP-316B/

2 Background and Related Work

2.1 Risk-Based Authentication

As digital threats continue to evolve, authentication mecha-
nisms designed to protect sensitive data and user identities
are generally used. The journey from traditional password-
based authentication to more sophisticated systems such as
Two-Factor Authentication (2FA), Multi-Factor Authentica-
tion (MFA), and Risk-Based Authentication (RBA) reflects
the growing complexity of adversarial threats and demand for
usable, scalable security solutions.
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2FA [2, 7, 11–14, 21, 33, 35, 37] emerged as an early im-
provement over password-only schemes by requiring users
to present two distinct forms of evidence (factors) to verify
their identity. Although 2FA significantly reduces the risk of
credential-based attacks, it still relies on static, pre-defined
conditions and does not adapt to dynamic threat contexts.

To address the limitations of 2FA, MFA [31, 40] expanded
the model to include additional factors such as biometrics
(e.g., fingerprints, facial recognition) or behavioral charac-
teristics (e.g., typing patterns), offering a more layered and
adaptive approach to user authentication. MFA has become a
cornerstone of enterprise security strategies, particularly with
cloud-based applications.

However, both 2FA and MFA primarily operate on deter-
ministic rules, triggering challenges uniformly regardless of
user behavior or contextual risk. In response to the shortcom-
ings of static authentication mechanisms, RBA [20,28,34,41]
has gained traction as a more intelligent and user-centric so-
lution. RBA continuously assesses contextual and behavioral
signals such as browser fingerprinting (§2.2) to dynamically
evaluate the likelihood of fraud. This enables systems to make
real-time decisions about whether to prompt additional verifi-
cation steps, allow access, or block a request altogether. How-
ever, such powerful RBA is vulnerable to replay attack, where
the attacker can record the browser fingerprinting and use that
to impersonate the users to bypass RBA through phishing at-
tack [26]. In this paper, we propose a novel stochastic browser
fingerprinting for robust RBA which can fundamentally de-
fend against the attacks.

2.2 Browser fingerprinting

Browser fingerprinting (BFP) [9, 24, 47] is a technique used
to identify users based on a combination of attributes, col-
lected from their browsers, such as cookie [16–18, 23, 25, 38],
Canvas [9, 29], etc. Such attributes can be accessed through
browser Application programming interfaces (APIs) [44],
which serve as interfaces exposing various objects and func-
tions to web applications. The majority of APIs are generally
freely accessible to any JavaScript code running within the
browser context [9, 24]. Then, the collected attributes can
exhibit high entropy and are often unique per user, allowing
them to function as quasi-identifiers for purposes such as
risk-based authentication (RBA) [3, 4, 43], as well as widely
deployed mechanisms in online tracking and anti-bot detec-
tion [27, 47].

However, BFP is a double-edged sword [45]: the proper-
ties that make it effective for convenience (e.g., application
in RBA) also introduce critical attack surfaces. Specifically,
the attackers can leverage these uniquely identifying features
to replicate a victim’s BFP, thereby evading RBA systems.
For instance, Lin et al. [26] proposed an automated pipeline
capable of extracting and constructing website-specific finger-
printing, allowing attackers to precisely emulate a target user’s

BFP when interacting with specific web services. Neverthe-
less, these prior attacks heavily rely on a strong assumption:
the BFP used in RBA is static or invariant for a given user, de-
vice, and browser instance—such that replaying a previously
captured fingerprint is sufficient to bypass the RBA system.
In this work, we challenge this foundational assumption by
providing a novel dynamic BFP that varies even within the
same browser and device of a single user. More details can
be found in §3.

2.3 Anti Browser Fingerprinting

There are two streams of approaches in defending against
browser fingerprinting in general, which are randomization
and uniformity. The former, adopted by PriVaricator [30] and
some browser add-ons [1], adds noise to the fingerprinting
results so that an adversary cannot obtain an accurate finger-
print each time. However, according to prior work [8, 32],
such randomization-based defense can be defeated if the ad-
versary fingerprints the browser multiple times and averages
the results. Thus, Tor Browser explicitly prefers the latter, i.e.,
uniformity, over randomization in its design document [32].
However, all these defenses mitigate browser fingerprinting
by degrading or disabling functionality, which in turn often
renders RBA ineffective and is therefore impractical. These
practical shortcomings motivate the need to advance finger-
printing techniques: specifically, to exploit richer rendering
signals (e.g., Canvas and WebGL) in ways that preserve legit-
imate functionality while substantially improving the security
and robustness of RBA. Thus, in this paper, we propose a
novel stochastic browser fingerprinting, which can defend
against the attack [26] on RBA and keep the same RBA be-
nign performance.

2.4 Threat Model for Prior Attacks

In this part, we introduce the threat model of prior attacks,
which leverage the browser fingerprinting to attack RBA [26].
The adversary is a remote attacker who can host attacker-
controlled website and induce victims to visit them (e.g., via
phishing). The adversary can execute JavaScript in the vic-
tim’s browser, harvest credentials and site-equivalent static
browser fingerprinting features, and reproduce those finger-
print values in a controlled environment (e.g., via API hook-
ing, extension, or proxy) [9, 26]. Additionally, the adversary
is capable of injecting these collected browser fingerprinting
into requests made to the target service to facilitate authen-
tication bypass. In this paper, we propose the first defense
challenging the fundamental assumptions of prior attack, i.e.,
static browser fingerprinting. With our newly proposed S-BFP,
such attack can be defended.
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3 Methodology

Existing RBA leverages browser fingerprints captured as
static snapshots or identity of client. However, such finger-
prints can be obtained by phishing [26] and subsequently re-
played to bypass RBA. To systematically mitigate this vulner-
ability, it is necessary to move beyond “static” fingerprinting
and instead generate controllable, different browser finger-
prints even when executed on the same physical machine.
These fingerprints must preserve identical observable charac-
teristics, while yielding a unique, robust, yet non-replayable
device identity. We denote this approach as stochastic browser
fingerprinting (S-BFP).

In this paper, we use three representative fingerprinting
features—Canvas, WebGL, and Audio—which are widely
used in state-of-the-art browser fingerprinting and exhibit
high entropy [9, 46]. Specifically, we systematically explore
two domains—visual rendering and audio: 2D and 3D render-
ing (i.e., Canvas and WebGL) and audio-based fingerprinting.
Note that these three can also combine with other browser
fingerprinting features to identify users. A key design assump-
tion of S-BFP is that objects rendered at different randomized
positions can yield identical hash values or rendering results
for RBA. In this section, we conduct the first systematic study
to examine whether, and under what conditions, rendering
discrepancies are introduced in S-BFP when the nonce is
applied.

3.1 Canvas

The HTML5 <canvas> element [19] provides a pro-
grammable bitmap surface for script-driven graphics in the
browser. When using the “2d” rendering context, drawing
operations are executed at the pixel level and rely on the
browser’s underlying graphics stack, including font rasteriza-
tion, text shaping, anti-aliasing, and platform-specific libraries.
Since these low-level components vary across browsers, de-
vices, and operating systems, identical drawing commands
can yield subtly different pixel outputs. This variability makes
the 2D canvas a high-entropy signal and a widely used primi-
tive for browser fingerprinting [9, 29].

Typical fingerprinting approaches draw carefully chosen
content such as English string, extract the resulting pixel data
(e.g., via toDataURL() or getImageData()), and hash it into
a compact identifier that is stable per device yet discriminative
across clients.

To adapt Canvas fingerprinting to the design of S-BFP, we
incorporate a nonce—such as a randomized rendering posi-
tion—to parameterize the placement of rendered objects and
thereby prevent replay attacks. This approach relies on a key
assumption: objects rendered at different randomized posi-
tions can yield identical hash values or equivalent rendering
results for RBA. Next, we conduct the first systematic study
to examine whether, and under what conditions, rendering

discrepancies are introduced in S-BFP when the nonce is ap-
plied. Specifically, we translate rendered objects across the
canvas and evaluate the resulting changes in hash values.

3.1.1 Assumption Deep Dive

We consider two types of translations: (1) pixel-level transla-
tions, in which objects are shifted by integer pixel offsets, and
(2) subpixel-level translations, in which objects are shifted by
fractional offsets within a single pixel.

Using the letter ‘A’ as a representative example, we observe
no fingerprinting differences when the glyph is translated at
pixel-level increments across the entire canvas. In contrast,
subpixel-level translations introduce pronounced variations.
When translating the glyph horizontally at subpixel granular-
ity, we observe four distinct hash values, each corresponding
to a specific interval of the fractional subpixel component. As
shown in Figure 2 (a), the subpixel range can be partitioned
into four regions, within each of which the resulting hash
remains identical.

To further investigate this behavior, we generate all English
strings containing the letter ‘A’ and collect the subpixel po-
sitions at which each instance of ‘A’ is rendered. We then
compute the corresponding hash values across different frac-
tional subpixel components, as shown in Figure 2 (b). The
two distributions align precisely, indicating that differences in
glyph rendering at different character positions within a string
are solely attributable to the subpixel positions produced by
the text shaping process.

This new observation regarding structured subpixel behav-
ior further strengthens S-BFP by enabling the server to an-
ticipate and control rendering outcomes, thereby increasing
the difficulty for attackers to reproduce valid fingerprints and
mount replay attacks.

3.1.2 Security Analysis on Canvas in S-BFP

We assume that the attacker attempts to impersonate a legit-
imate user by reusing rendering results stolen from a phish-
ing page that executes malicious JavaScript. The attacker
may learn the fixed set of strings that the server expects the
client to render, but the spatial positions of those strings are
randomized on each authentication attempt. Let us give an
analysis and estimation of the sample size in the probabil-
ity space of Canvas strings.Let the Canvas dimensions be
canvas_width = w and canvas_height = h. Let the string set
S = {s1,s2, . . . ,sn} denote the n strings assigned to a particu-
lar user, and let li be the character length of each si(1 ≤ i ≤ n).
We firstly consider positions are constrained to integer pixel
coordinates and that once an anchor position for a string is
fixed, the entire string placement is determined.

Counting distinct configurations induced by positional ran-
domness yields a large configuration space. If the server re-
quires n distinct vertical (row) positions, the number of or-
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(a) Actual Sub-pixel Position of Single Character

(b) Calculated Decimal Part of All Characters

Figure 2: Subpixel-level translation on Canvas. The x-axis
represents the fractional (decimal) component of the subpixel
translation, and the y-axis denotes the corresponding hash
value. (a) The letter ‘A’ is rendered on the canvas and trans-
lated horizontally using a subpixel step size of 0.001. (b)
English strings containing the letter ‘A’ are rendered on the
canvas, and the subpixel fractional positions of each occur-
rence of ‘A’ are collected. Notably, the resulting variation
distributions are perfectly aligned.

dered vertical choices is Py = h ·(h−1) ·(h−2) · · ·(h−n+1),
which for h ≫ n is well approximated by Py ≈ hn. For hori-
zontal (column) placements, each string si has approximately
w− li feasible integer x-positions, so the total number of hori-
zontal combinations is Px = ∏

n
i=1(w− li)≈ wn when w ≫ li.

The total number of integer-pixel configurations is therefore

P = Px ·Py

=
( n

∏
i=1

(w− li)
)
·
(
h · (h−1) · · ·(h−n+1)

)
≈ wn hn = (wh)n.

(1)

Let the adversary have m previous renderings in a configu-
ration space of size P; then their success probability is

Pr[success]≤ m
P

≈ m
wnhn .

Because P grows exponentially in n, modest increases in
the number of strings n or in canvas resolution dramatically
reduce the attack success probability.

The integer-pixel model may be further strengthened by
introducing controlled sub-pixel perturbations, which can
cause glyph variants. We have known that each character may
be rendered in k visually distinguishable micro-variants all
over the positions on Canvas.

For a given string si that can assume K distinct visual forms,
we treat these K forms as K distinct strings, each explicitly
included in the rendering task. For each form, we specify
admissible starting positions and inter-character spacing pa-
rameters such that, under these positional constraints, each
rendered instance consistently preserves its intended visual
appearance.

Consequently, the backend verifier only needs to determine
whether the expected forms have been received. If all required
forms are observed, the corresponding dynamic fingerprint
instance can be reliably recognized as the intended browser
fingerprint (BFP).

Example. Consider a string “ab”. Let the rendering posi-
tions of the two characters be xa and xb along the horizontal
axis. The integer part ⌊xa⌋ does not affect the glyph shape
of character a, while the fractional part {xa} determines its
visual variant. Denote {xa} as the fractional component of
xa. Suppose the unit interval [0,1) is uniformly partitioned
into four equal-length subintervals, each corresponding to
one shape of a, denoted {a1,a2,a3,a4}. Character b follows
the same rule with forms {b1,b2,b3,b4}. Hence, the compos-
ite string “ab” can exhibit K = Ka ×Kb = 16 distinct visual
configurations.

In general, for a string s = c1c2 . . .cm, where each character
c j has K j possible shapes determined by the fractional po-
sition {x j} of its horizontal coordinate, the total number of
visual configurations is

Ks =
m

∏
j=1

K j.

Each form s(k) maintains its structural integrity within
its own stability interval of position parameters, {x j} ∈
I(k)j , j = 1, . . . ,m. For example, the shape a2b2 corresponds
to {xa},{xb} ∈ (0.125,0.375), while the integer offsets of xa
and xb remain unconstrained, as they are already handled by
the integer-pixel translation mechanism discussed earlier.

The backend verification logic only needs to confirm that
the expected forms have been rendered and received:

Verify(s) =

{
true, if all required forms are observed;
false, otherwise.

Additionally, the system does not need to render all pos-
sible forms for each string. Instead, both the frontend and
backend can agree on a predefined subset of forms to generate
and verify. By selectively rendering only a few representa-
tive forms with high visual stability or information gain, the
system significantly reduces computational and rendering
overhead while preserving the entropy and robustness of the
fingerprint. This selective strategy thus achieves a balance
between performance and discriminative power.
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Sub-pixel strategies effectively extend the placement do-
main from integer lattice points to a denser sampling of the
continuous canvas; in practice, combining position randomiza-
tion with per-character micro-variants renders exact bitwise
replay far more costly for the attacker.

These counting arguments show that even when the adver-
sary knows the string set S, per-session positional random-
ization (and optional micro-variant amplification) expands
the adversary’s search space exponentially. Replay attacks
based on a finite corpus of captured renderings therefore have
a negligible success probability unless the attacker collects
an astronomically large number of samples or leverages ad-
ditional correlated signals (e.g., server-side cookies, IP/ge-
olocation, or privileged server state). In practice, the server
can tune (w,h,n,{li},k) to reach a desired security margin
while balancing usability and robustness to natural rendering
variability.

3.2 WebGL

WebGL (Web Graphics Library) is a browser-based JavaScript
API for GPU-accelerated 2D and 3D rendering. WebGL has
been shown to provide high entropy and thus, is a popular
feature for browser fingerprinting [9]. Owing to device- and
implementation-level differences, identical WebGL programs
can produce subtly different visual outputs across devices [46].
This is the main property leveraged for tranditional WebGL-
based browser fingerprinting.

Points, lines, and triangles form the fundamental primitives
of WebGL rendering. To investigate the behavior of WebGL
graphics under translation, we focus our study on the basic
triangle. Our findings reveal that when a WebGL-rendered tri-
angle is translated across the Canvas, it remains stable under
pixel-level offsets in most scenarios. However, instabilities
still arise under certain conditions, specifically when deal-
ing with varying colors or specific geometric configurations.
For sub-pixel level translations, the rendering results exhibit
significantly higher instability.

These instabilities primarily stem from precision loss in
floating-point calculations—a phenomenon extensively dis-
cussed in existing literature [46]. We provide a detailed the-
oretical explanation of these underlying causes in the subse-
quent sections. Due to these inherent instabilities, WebGL
cannot currently be directly integrated into the S-BFP in its
current form. Nonetheless, the potential for addressing these
challenges remains a valuable direction for future work.

3.2.1 Illustration of the Observation

Position. We utilize WebGL to render triangles with fixed
geometry. The rendered triangle is then translated along the x-
and y-axes by subpixel offsets. After each translation, we crop
the rendered region containing the triangle and compute pixel-
wise differences relative to the initial rendering. Detailed pixel

Table 1: Schematic of an isosceles right triangle rendered in
black undergoing successive subpixel translations. Each panel
depicts the triangle shifted by the indicated fractional-pixel
offset. Pixels highlighted in red represent differences relative
to the initial rendering; within each interval, the rendered
pixels remain identical. Notably, translations in the range
0.88–1.00 reproduce the initial configuration.

0–0.12 0.13–0.25 0.26–0.37 0.38–0.50

0.51–0.62 0.63–0.75 0.76–0.87 0.88–1.00

differences under subpixel translations are shown in Table 1.

As observed, different subpixel translation ranges lead to
distinct pixel-level renderings, while translations in the range
0.88–1.00 reproduce identical pixel values for the same tri-
angle rendered with a fixed color. We identify two primary
factors that contribute to these discrepancies. Given these root
causes and the corresponding subpixel translation information,
the server can deterministically recover the WebGL-based fin-
gerprinting. This satisfies the fingerprinting requirements of
S-BFP.

Factor 1: Pixel Position Rule. During the rasterization
stage, WebGL maps continuous geometric primitives onto
the framebuffer’s discrete pixel grid. Representative algo-
rithms—such as the Bresenham line algorithm [22] and the
Digital Differential Analyzer (DDA) [5]—approximate con-
tinuous lines by computing discrete pixel positions so as to
minimize deviation from the ideal geometry. Under different
subpixel translations, the optimal discrete approximation of
a line may cover different sets of pixels, which constitutes
one of the root causes of the pixel-level variations observed
in Table 1. However, this approximation optimization process
is deterministic: given the precise translation parameters, the
resulting pixel coverage can be fully recovered by the server.
This satisfy the requirement of S-BFP.

Factor 2: Anti-Aliasing Algorithms. Modern GPUs employ
anti-aliasing to smooth polygon edges by blending multiple
samples within each pixel. At triangle–background bound-
aries, this process produces transitional pixels with intermedi-
ate (e.g., gray) color values. Under subpixel translations, the
set of samples intersecting the primitive changes, leading to
subtle variations in edge color and opacity. Such anti-aliasing
can also be simulated during standard browser fingerprinting.
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Color. Gradient fills are commonly used to color trian-
gles. To illustrate color-level discrepancies, we render a tri-
angle with a three-primary-color gradient. During rasteriza-
tion, the color of each pixel inside the triangle is computed
as a weighted blend of the three vertex colors, where the
weights—given by barycentric coordinates—depend on the
pixel’s position relative to the triangle’s vertices.

For a triangle with vertices v1,v2,v3 and corresponding
colors C1,C2,C3, the interpolated color C f at a fragment f is
computed as:

C f = λ1C1 +λ2C2 +λ3C3,

λ1 +λ2 +λ3 = 1, λi ≥ 0, i = 1,2,3.

Here, C1,C2,C3 represent the colors assigned to the triangle’s
vertices. The coefficients λ1, λ2, and λ3 are the barycentric
coordinates of fragment f with respect to the triangle, deter-
mined by the fragment’s relative position within the triangle:

λ1 =
area(v f v2v3)

area(v1v2v3)
, λ2 =

area(v f v3v1)

area(v1v2v3)
, λ3 =

area(v f v1v2)

area(v1v2v3)

where v∗ indicate the vertex. This mechanism enables WebGL
to generate smooth per-fragment color gradients directly in
hardware, without requiring explicit per-pixel computations
in the fragment shader.

Because the barycentric coefficients (λ) are computed using
floating-point arithmetic, their fractional values vary slightly
under subpixel translations. These small numerical differ-
ences, when quantized to discrete RGB values, can result in
±1 changes in pixel. Note that this phenomenon is especially
severe on Apple devices. Consequently, the interior RGB val-
ues of a varying-color triangle are not perfectly consistent but
exhibit subtle fluctuations in response to subpixel movement
with a cycle pattern similar to Cavas and WebGL position in-
troduced above. We use the CPU to calculate theoretical RGB
value to check the color difference with different subpixel
translation of WebGL real rendering. The results are shown
in Figure 3.

3.2.2 Security Analysis on WebGL in S-BFP

The evaluation of attacks and defenses in the WebGL part
is basically consistent with the logic in the Canvas part; it is
essentially like replacing individual characters with triangles.
We will first analyze the sample space of these triangles. Once
the position of a single vertex A is fixed, the entire triangle
is determined. Suppose vertex A can take any pixel-aligned
coordinate within the Canvas, and there are P such possible
positions in total. Then, each triangle has P possible configu-
rations. For a rendering task containing n triangles, the entire
rendering state space consists of Pn possible combinations.
Non-Overlapping Constraint. In practice, triangles must re-
main non-overlapping; otherwise, backend cropping produces

(a) (b)

(c) (d)

Figure 3: The mismatched pixels color inside the triangle at
different subpixel translation. Black pixels indicate where
the CPU-computed theoretical RGB values differ from the
GPU-obtained results.

mixed pixels, preventing consistent hashing and breaking ver-
ification. Thus, only configurations with all triangles disjoint
are considered.

Each triangle i cover bi discrete pixels on a canvas with P
total pixel positions. As triangles are placed sequentially, the
number of valid configurations can be roughly expressed:

N = P× (P−b1)× (P−b2)×·· ·× (P−bn−1),

which, for large P ≫ bi, simplifies to N ≈ Pn.
This approximation ignores boundary effects but effec-

tively captures how smaller triangles (smaller bi) permit more
distinct placements, while larger ones restrict n.

In each authentication session the WebGL rendering is ran-
domized, so an adversary must present exactly one matching
sample from a vast configuration space to pass verification.
Our backend extracts local hashes at the expected triangle
positions, concatenates the n segment hashes, and computes a
composite hash; any mismatch in placement yields a different
hash and is flagged as suspicious.

If the attacker has collected m legitimate renderings, the
probability of a successful replay is only Pr[success] = m

Pn

since those m samples represent only m out of the Pn possi-
ble configurations. Collecting a large m is infeasible due to
requiring victims to produce distinct renderings.

An attacker could, in principle, attempt to brute-force the
rendering space, but increasing n quickly makes exhaustive
search infeasible. When the system assigns multiple triangle
sets and performs r rendering rounds per authentication, the
effective configuration space Pn1

1 ×Pn2
2 × ·· · ×Pnr

r , grows
exponentially, making successful impersonation practically
impossible. Going a step further, we can adopt the same ap-
proach as in the Canvas part, extending the triangle positions
from integer pixels to sub-pixel precision, achieving results
consistent with those in the Canvas section.
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3.3 Audio

Browsers generally leverage the Web Audio API for in-
browser audio synthesis and processing. Differences in
browser implementations and underlying platforms introduce
consistent variations in rendered waveforms, making audio
a useful signal for browser fingerprinting [9]. By rendering
and hashing simple offline audio graphs, (i.e., hashing aggre-
gated waveform amplitude values), prior work [9, 10, 36, 50]
obtains identifiers that are stable per device yet distinct across
environments, complementing graphics-based fingerprints.

To achieve the properties of S-BFP, we introduce random-
ness into the waveforms using a server-generated nonce that
is unknown and unpredictable to the attacker. The resulting
randomized waveforms are propagated to the client, where
they are used to generate audio-based fingerprints that are
subsequently collected by the server. Possession of the nonce
allows the server—but not the attacker—to reconstruct the
original waveform, enabling accurate and consistent finger-
printing.

Specifically, we construct each waveform by concatenat-
ing multiple distinct waveform segments (e.g., segments with
different frequencies), randomly permuting these segments,
selectively inserting silent intervals (i.e., 0 waveform ampli-
tude) between certain segments, and then reconnecting the
resulting sequence to form the final waveform used by S-BFP.
On the server side, the nonce deterministically specifies the
segmentation, permutation, and silencing operations, allowing
the server to precisely recover the original waveform.

Fundamental hardness of reconstruction for the attacker,
even with known permutation. Audio-based browser finger-
printing in S-BFP is fundamentally difficult for an attacker to
reconstruct due to the combined effects of different distinct
waveform segments and selectively inserting silent intervals.
Even if the attacker knows the different distinct waveform seg-
ments, accurately reconstructing the original signal remains
challenging because the reconstruction process is numerically
order-sensitive, analogous to floating-point arithmetic.

Specifically, in floating-point summation, the order of op-
erations affects the final result; for example, (a⊕ b)⊕ c ̸=
a⊕(b⊕c) where ⊕ denotes floating-point addition [49]. Sim-
ilarly, when different distinct waveform segments are con-
nected, small numerical and boundary-level discrepancies
accumulate in an order-sensitive manner, leading to divergent
reconstructed signals. This inherent sensitivity introduces fun-
damental obstacles for the attacker, making precise waveform
reconstruction infeasible even with knowledge of the trans-
formation.

3.3.1 Security Analysis on Audio in S-BFP

In the audio module, each user is required to generate n audio
snippets. These snippets are separated by n−1 gaps, which we
denote by s = (s1,s2, . . . ,sn−1). We can adjust these gaps and

analyze the sample space, similar to the previous section.We
will not elaborate further here.

4 System Design

Based on the primitives we studied in Section 3. We build the
S-BFP RBA system with replay resistant capability.

4.1 Overall Design
Figure 4 depicts the design of S-BFP. Essentially, S-BFP
generates a Device_ID following two steps:

(1) Static Fingerprint. Obtain a traditional static browser
fingerprint from the client device as the preliminary device
identification. (2) Stochastic Fingerprint. Based on the pre-
liminary device identification, generate a set of personalized
primitives further perturbed spatially. Challenge the client
device to render the primitives and calculate a stochastic
browser fingerprint as the Device_ID.

Note that S-BFP provides two-fold defense against mali-
cious replays suffered by traditional browser fingerprint: (1)
The set of primitives differs per device (i.e., different devices
render different strings and audio waveforms of different fre-
quency), and is dynamically designated in the authentication
process. Thus the fingerprint cannot be easily collected in ad-
vance without communication with our server. (2) The spatial
perturbation (i.e., strings and triangles rendered at different
position in the canvas) makes the challenges different per
each authentication session. Previous rendering results cannot
be reused.

4.2 Components of S-BFP
S-BFP has 4 major components to realize the aforemen-
tioned device identification process - the Static-BFP module,
Randomness-Injection module, Stochastic-BFP module and
Device_ID Calculation module.

(1) Static-BFP module. The Static-BFP module is mainly
used to preliminarily identify a device to dispatch challenges
for further verification. We utilize the well studied traditional
browser fingerprint methods with high discriminative power
to implement this module (e.g., User-Agent String, WebGL
Renderer information, complex 2D images and 3D scenes ren-
dered with Canvas and WebGL). This module is a front-end
JavaScript library. The fingerprint result will be collected
and hashed on the client device and sent to the verifier.

(2) Randomness-Injection module. The Randomness-
Injection module generates a deterministic random set of
primitives (i.e., strings with content or audio wave forms of
certain frequency) per device. The primitives are “determinis-
tic” in the sense that the same device always gets the same set
of primitives, but the primitives are random across devices. To
achieve this goal, we use the hashed static fingerprint as the
“seed” to feed a deterministic random bit generator (DRBG).
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Figure 4: System Overview of S-BFP. S-BFP extends traditional static browser fingerprinting by adding randomized challenges
to ensure the fingerprint is fresh and authentic. 1 The server maintains a secret and updates periodically. 2 S-BFP obtain a
traditional BFP, use it as a seed to combine with the server secret. It then uses the combined input to initialize two deterministic
random bits generators. 3 S-BFP generates random rendering tasks and requests the client to generate content with Canvas and
Audio APIs. 4 The generated content is sent back to the server for analysis and comparison. 5 S-BFP tries to crops out the
primitives and calculates a device ID.

To further prevent an attacker from emulating the genera-
tion process with the seed, the verifier also keeps a secret
byte sequence (i.e., server_secret) of high entropy on the
server. We use the concatenated byte sequence of seed and
server_secrete to initialize the DRBG for primitive designa-
tion (DRBG_Primitive),

DRBG_Primitive = DRBG(seed ∥ server_secret)

Note that DRBG_Primitive always generates an identical ran-
dom bit sequence given the same seed with server_secret
unchanged. server_secret can be updated to invalidate any
registered stochastic browser fingerprint to mitigate a security
incident like a phishing campaign.

S-BFP utilizes another DRBG (DRBG_Spatial) to generate
spatial perturbations. DRBG_Spatial is initialized as,

DRBG_Spatial = DRBG(timestamp ∥ server_secret)

where timestamp is the timestamp on the verifier’s server
when an authentication request is received. In this manner,
DRBG_Spatial encodes the current timestamp as a freshness
guarantee.

We implement DRBG_Primitive and DRBG_Spatial in
compliance with the NIST SP 800-90A HMAC-DRBG (SHA-
256) specification [6].

(3) Stochastic-BFP module. This module is also a front-
end JavaScript library that fetches the parameters of the

rendering challenge from the verifier’s server, providing the
seed. We challenge the client device to render content with 3
sets of API - Canvas and Audio:

• Canvas.

– The primitives are strings of random content with
a tailing emoji.

– Spatial perturbation are random (x, y) coordinates
in the Canvas.

• Audio.

– The primitives are sinusoid waveform snippets of
different frequency.

– Spatial perturbation are inter-snippet silent gaps of
random length.

The whole canvas or AudioBuffer is dumped and sent back
to the verifier’s server for verification together with the seed.

(4) Device_ID Calculation module. The server records the
expected spatial location of the primitives before dispatching
the challenges to the client device (i.e., bounding boxes for the
strings, triangles and boundaries of the audio snippets). After
receiving the rendering result, the Device_ID Calculation
module retrieves the records and try to extract the primitives
at the desired location. A hash sequence is computed for each
of the primitive and combined to calculate a final hash as the
Device_ID.
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Figure 5: Authentication Process

4.3 Authentication Process

In this section, we will summarize how each component of
S-BFP function in a complete authentication cycle. Figure 5
shows the keys steps in an authentication cycle of S-BFP.

(1) Obtaining the static fingerprint. The client will run
the Static-BFP module of S-BFP which is embedded in the
website front end. The Static-BFP module will obtain a tradi-
tional BFP on the client device and send the hash value to the
authentication server. We call this hash value the "Seed". It
serves as the initial self-claimed device identity.

(2) Generation of a random rendering task. Upon receiv-
ing the seed, the Randomness-Injection module will combine
it with a secret bytes maintained on the server(server secret)
and use it to deterministically generate a set of random primi-
tives and random position parameters (using DRBG_Primitive
and DRBG_Spatial). The client will be requested to generate
content specified by the primitives and position parameters.

(3) Fulfillment of the random rendering task. The client
will run the Stochastic-BFP module locally with the primi-
tives and position parameters received from the server. Under
the hood, the Stochastic-BFP module will rendered the re-
quested contents using the Canvas and Audio APIs and send
the original rendering results back to the server together with
the seed.

(4) Device ID computation and comparison. The render-
ing result or Stochastic fingerprint will be processed by the
Device_ID Calculation module. Specifically, it crops out each
primitive at the expected position specified by the position
parameters sent to the client in step 2. A hash value will be
computed for each of the primitives. The sorted list of primi-
tive hashes will be hashed again and used as the final Device
ID. S-BFP compares the calculated device ID with histori-
cal device IDs associated with the same seed. If it matches
with historical records, the authentication succeeds if the user
also provides the correct credentials later. Otherwise, we will

further require 2FA.

5 Evaluation

In this section, we evaluate S-BFP in terms of its defense effec-
tiveness and its performance comparision to original browser
fingerprinting such as overhead, effectiveness of unique user
identification.

5.1 Effectiveness
We first introduce the evaluation setup. The testing platform
was deployed on a cloud server, and participants from a uni-
versity Computer Science department were invited to take
part in the evaluation. Note that during data collection, all
participants were informed of the experimental purpose, and
participation was entirely voluntary. The collected data were
anonymized, securely stored on the server, and used exclu-
sively for scientific research.

In total, S-BFP was evaluated on 213 devices including
multiple representative operating systems (OS) and browsers.
Note that such OS and browsers are also used in the prior
browser fingerprinting research [9, 46]. The details are shown
in Table 3.

Table 2 demonstrates that S-BFP achieves exceptional re-
liability, particularly with the 100% stability rate in Audio
and 99.0% in Canvas. The minor instability in Canvas was
limited to only two specific devices (one Windows PC and
one Android smartphone). We attribute these discrepancies to
non-integer device pixel ratios or browser zoom levels rather
than any fundamental flaw in the S-BFP methodology. Fur-
thermore, a small fraction of samples failed to yield valid
fingerprinting data due to external factors such as network
latency, script-blocking extensions, or hardware-level API per-
mission restrictions, which prevented the successful execution
of the rendering tasks.

Table 2: Stability Analysis of Different Modalities.

Feature Stable / Total Unstable Rate (%)

Audio 206 / 206 0 100.0
Canvas 196 / 198 2 99.0
WebGL 177 / 193 16 91.7

5.2 Comparison with Original Browser Finger-
printing

We compare S-BFP with conventional browser fingerprinting
along two primary dimensions: the ability to uniquely identify
users and system overhead.

The ability to uniquely identify users. We evaluate this
component along two dimensions: entropy and hash collision

11



Table 3: Distribution of User Environments Across Different
Combinations

Combination Count Percentage

Windows + Chrome 42 19.7%
Windows + Messenger1 40 18.8%
Android + Messenger1 36 16.9%
Windows + Edge 28 13.1%
iOS + Messenger1 16 7.5%
Android + Chrome 10 4.7%
Android + Messenger2 8 3.8%
macOS + Chrome 8 3.8%
macOS + Safari 7 3.3%
iOS + Safari 6 2.8%
Unknown + Messenger1 4 1.9%
Windows + Firefox 3 1.4%
Linux + Chrome 2 0.9%
Android + Firefox 1 0.5%
macOS + Edge 1 0.5%
Linux + Firefox 1 0.5%

1 Built-in browser of major IM applications (e.g., WeChat).
2 Branded mobile browsers from IM providers (e.g., QQ Browser).

rate. The dynamic element of S-BFP is realized exclusively
through translation operations. Specifically, whereas original
browser fingerprinting renders an object at a fixed position, S-
BFP preserves the rendered content and varies only its spatial
position. As a result, the intrinsic entropy of the fingerprint
remains unchanged.

System overhead. Crucially, S-BFP introduces only a single
additional rendering pass with dynamic coordinate parameters
to the standard fingerprinting process. As a result, the system
achieves enhanced security against replay attacks without
incurring significant computational overhead compared to
traditional, static BFP methods.

As shown, S-BFP incurs approximately twice the over-
head of traditional browser fingerprinting. This increase is ex-
pected, as S-BFP executes the fingerprinting procedure twice,
as described in §4. Despite this increase, the absolute exe-
cution time remains modest and well within practical limits.
Our evaluation further shows that the performance of S-BFP
comfortably meets the requirements of common display re-
fresh rates (e.g., 60,Hz), indicating that the added overhead
does not impact user experience.

6 Adaptive Attacks

To illustrate the security guarantees of S-BFP, we enumerate
several representative attack strategies in this section. The

difficulty of successfully launching these attacks increases
with the sophistication of the attack, and each is mitigated by
specific properties of the stochastic fingerprint mechanism
and the careful design of S-BFP. The reader can refer to §4.3
for a normal authentication process without any malicious
party.

Attack 1: Naive Replay. The simplest form of attack is

Figure 6: Naive Replay

that the attacker tries to duplicate the fingerprinting code on
the legitimate website and deploy to a phishing website, in
the hope of collecting the fingerprint directly from the victim.
This is also the replay attack suffered by traditional static fin-
gerprinting method as discussed in previous work [26]. This
is simply impossible for S-BFP. First, The fingerprinting code
is a parameterized function that needs designation of primi-
tives and position parameters from the server. The primitives
are personalized for each client and the position parameters
are time sensitive (i.e., the rendering task differs per device
and per authentication session). The attacker does not know
what content to render without knowledge of the state of the
Randomness Injection module on the server.

Attack 2: Stochastic Fingerprint Brute Force. In this

Figure 7: Stochastic Fingerprint Brute Force

attack, the attacker circumvents obtaining the state of the Ran-
domness Injection module. Instead, he tries to enumerate the
complete parameter space of stochastic fingerprint rendering
and build an offline dictionary of all possible rendering results.
The attacker will collect the credentials and seed from the
victim. When he tries to login with the legitimate credential
and seed, the servers sends the correct rendering task. The at-
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tacker then retrieves the pre-computed rendering results from
the dictionary and replies to the server. This approach is also
impossible. First, the total parameter space is prohibitively
large. The reader can refer to §3.1.2 and §3.3.1 for numerical
analysis. Second, the correct primitive can only be rendered
on the client’s physical device. The rendering results will have
subtle differences across devices, which is the fundamental
property that supports browser fingerprinting.

Attack 3: Static Fingerprint Brute Force. Another ap-

Figure 8: Static Fingerprint Brute Force

proach to circumvent obtaining the state of the Randomness-
Injection module is to exhaustively build a dictionary for the
static fingerprint. Recall that the static fingerprint (i.e., seed)
is used as a unreliable self-claimed device identity in S-BFP
( §4.3). Provided with the seed, the server will generate the
random rendering task and send the parameters to the client.
The attacker will try to build a complete dictionary for seeds,
repeatedly probing the authentication server for primitives,
and store the seed ↔ primitive mapping. When the attacker
launches the phishing campaign, he collects the credentials
and seed from the victim. Then he retrieves the primitives
associated with the seed from the dictionary and obtains the
rendering result from the victim’s device. When he wants to
login, he will emulate a fresh rendering result from his records.
This is a more sophisticated approach, however, it still won’t
work. First, the seed is calculated from values either in a very
large combinatorial space (e.g., user-agent string, timezone,
system configurations), or bound to the physical device (e.g.,
Canvas and WebGL rendered images), thus is not enumerable.
Second, continuous probing the authentication server to build
a large dictionary is a very prominent behavior pattern that
can be detected.

In summary, the attacks increase in sophistication from
naive replay to adaptive enumeration, but in each case, the
stochastic fingerprint mechanism and session-dependent ran-
domness ensure that all these attacks are effectively mitigated.

7 Discussion

7.1 Incapable for Enhancing Tracking
S-BFP is structurally incapable of enhancing browser-based
tracking, and its design intent is strictly confined to strength-
ening replay resistance within RBA. Unlike traditional fin-

gerprints that rely on cross-session stability, S-BFP replaces
stability with verifier-bound, session-specific stochasticity: ev-
ery fingerprint instance is derived from server-side secrets and
per-session challenge randomness, making it non-transferable
across services and non-linkable across sessions, even on
the same device. The mechanism never introduces new high-
entropy identifiers, never emits globally consistent signals,
and never increases the observability of low-level attributes
beyond what current RBA systems already require. As a re-
sult, S-BFP cannot be repurposed to extend tracking horizons
or support cross-site identity linkage; its only effect is to raise
the cost of replay and scripted emulation attacks within an
authenticated session. In short, S-BFP enhances RBA robust-
ness, not tracking power, and is intentionally engineered so
that tracking gains are both impossible and explicitly out of
scope.

7.2 Limitations and Future Works
First, S-BFP does not aim to defend against the strongest
adversaries that fully control or perfectly clone a victim’s
environment: if an attacker obtains persistent system-level
access or faithfully replicates the victim’s hardware, OS, and
browser stack, they can natively execute our probing code and
reproduce the same stochastic distribution, which lies outside
our remote-attacker threat model.Second, while our evaluation
covers major desktop and mobile browsers on commodity
GPUs, its platform and deployment scope remain limited;
extending S-BFP to a broader range of devices and validating
it in large-scale, production RBA deployments is an important
direction for future work. Third, S-BFP currently assumes
that standard Canvas/WebGL/Audio APIs are available as in
today’s RBA setups; systematically studying its interaction
with browser-side anti-fingerprinting and privacy mechanisms,
and potentially designing first-party–only or RBA-scoped
variants, is left to future work. Fourth, S-BFP shows some
hash collision on the WebGL. Future work could be further
improve the WebGL part in S-BFP.

8 Conclusion

In this paper, we are the first to challenge the foundational
assumption of prior attacks on RBA: the reliance on static
or single-shot browser fingerprinting, by introducing a novel
Stochas- tic Browser Fingerprinting. Leveraging the new prop-
erties of existing browser fingerprinting features uncovered by
this research, we design a novel, S-BFP, transforming single-
shot and static browser fingerprinting into stochastic one, by
randomizing element positions, character ordering, and initial-
ization seeds across Can- vas, WebGL, and Audio primitives.
Our experiments shows that S-BFP can significantly reduce
the attack effectiveness while maintaining strong same-device
stability. We hope that our findings can inspire future research
into this critical domain.
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Ethical Considerations

Human participants. Although our study involves human par-
ticipants running browser related experiments on their own de-
vices, Institutional Review Board (IRB) is not required for this
research. Similar to prior works in this domain [46, 48], our
study only collects non-identifiable fingerprinting informa-
tion: while browser fingerprinting techniques can be used for
tracking or profiling, the fingerprint itself—like a cookie—is
merely an identifier. It does not contain personally identifi-
able information (PII). To ensure ethical transparency for our
experiments, we adopt a consent-based data collection pro-
cess. During the signup phase, all participants are presented
with an additional consent page clearly informing them of the
nature of the fingerprint data being collected. This consent
mechanism is integrated into the user interface and is explic-
itly acknowledged by each participant before data collection
begins. Furthermore, all collected fingerprinting data is as-
sociated only with anonymized user IDs, and no personal or
device-identifiable information is stored or inferred.

Users. S-BFP significantly enhances the account security
of end-users by preventing adversaries from bypassing Risk-
Based Authentication (RBA) through replay attacks , thereby
safeguarding user accounts from unauthorized access and
potential data compromise.

Service Providers. For service providers, S-BFP offers a ro-
bust, replay-resistant browser fingerprinting mechanism that
effectively mitigates the impact of replay attacks on RBA
systems. This is achieved while maintaining stable user iden-
tification and incurring negligible additional computational
and communication overhead.

adversaries. S-BFP increases the cost for attacker to by-
pass RBA via replay attacks, and practically speaking, even
if attacker knows the full content of our paper, he cannot suc-
cessfully verify it using the simple replay attacks and adaptive
attacks discussed in this paper.

To sum up, our study adheres to established ethical stan-
dards in human-subjects research involving non-identifiable
data, leverages transparent and informed consent, and respects
legal privacy requirements.

Open Science

We strictly comply with the open science policy by mak-
ing our implementation available following ethical standards:
https://anonymous.4open.science/r/S-BFP-316B/.
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